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IMPROVING BRANCH PREDICTORS BY
COMBINING WITH PREDICATED EXECUTION
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This paper deals with superscalar processors, which are capable of executing several instructions per clock cycle.
Superscalar processors may be considered as the most promising uniprocessor architectures of the post RISC era. Although

superscalar processors can be viewed as an evolution of the RISC architectures, they are subject to many more trade-offs than
simply the pipeline depth. Executing more than one instruction per cycle embeds many problems. Among the most common
problems that architects have to solve in superscalar architectures is the pipeline gaps due to control hazard. Control hazard

results from the presence of conditional branches in programs. This problem has been addressed by several researchers during
the last decade. In this paper, we present an efficient technique based on a combination of the Branch Target Buffer (BTB)
and Predicated Execution. Simulation results show the effectiveness of the proposed method.
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1 INTRODUCTION

There are three major types of branch instructions: un-
conditional branches, conditional branches, and branches
in loop-control statements. Unconditional branches are
always taken, and hence, the calculation of the target
address does not depend on any condition resolution at
runtime. Therefore, they can be treated as normal se-
quential program instructions, with the exception that
the program counter (PC) will be loaded with the branch
target address. In the case of conditional branches, the
processor must resolve some condition(s) before it can
determine the exact execution path. A branch in a loop
is usually taken and the branch target is most likely de-
terministic, computable at compile time. Regardless of
the branch type, the branch target address must be de-
termined before the execution of the branch instruction
has completed.

Figure 1 shows an example of a processor pipeline.
Suppose that each pipeline stage takes one cycle to com-
plete. If no data hazard exists among instructions and
sequential program flow is maintained, a throughput of
one instruction per cycle may be achieved. However, in
the case where conditional branches are encountered, the
address of the next instruction may not be determined
until the condition of the instruction is resolved. Hence,
the processor would either stall or speculate on the result
of the branch (taken or not taken).

If the branch prediction is correct, stages 1 to 5 will
essentially contain valid instructions; otherwise, they will
have invalid ones. In the latter case, these instructions
need to be flushed out of the pipeline. This discontinuity
in the pipeline operation will severely degrade the pro-
cessor performance and reduce its throughput.

In this paper, we propose a new technique to solve the
problem of branch prediction and thus hiding the latency

that may result of the discontinuity of instruction flow
caused by conditional branches.

Fig. 1. Example of a Processor Pipeline

This paper will be organized as follows. Section 2 will
introduce the problem of control hazard, which will be
the topic of this paper, along with a literature survey of
the methods used to alleviate the branch problem. In Sec-
tion 3, we will describe the predicated execution model,
a method claimed to reduce the penalty of the branch
problem to zero. The contribution or our work to the
solution of the branch problem will be discussed in Sec-
tion 4, based on the model described in Section 5. Sec-
tion 6 will present some simulation results, and Section 7
will conclude the contribution of this paper.

2 CONTROL HAZARD

A superscalar processor has the ability to run mul-
tiple instructions simultaneously in addition to overlap-
ping them during execution [1]. However, instructions
are not independent from each other, but rather interre-
lated. This interrelationship is referred to as data depen-
dency. This dependency prevents some instructions from

∗ Department of Computer Engineering, Jordan University of Science and Technology, Box 3030, Irbid 22110, Jordan, ali@just.edu.jo

ISSN 1335-3632 c© 2005 FEI STU



Journal of ELECTRICAL ENGINEERING 56, NO. 11–12, 2005 299

proceeding smoothly into the pipeline without stalling.
The handling of data dependency is beyond the scope of
this paper. Another dependency that may preclude the
smooth operations of the pipelines is the control depen-
dency, typically referred to as control hazard. The con-
trol hazard is associated with the branch instructions. A
branch instruction changes the program counter at a cer-
tain stage of its execution. The instruction following a
taken branch instruction cannot be determined until the
branch target address has been computed.

The effect of control hazard (if not resolved) on the
performance of a superscalar processor is very severe,
as it prevents the utilization of the processor resources
while the decision on the branch is being determined. To
enhance the processor performance, high machine par-
allelism and instruction parallelism are to be sought.
A challenge in the design of a superscalar processor is
to achieve a good balance between instruction paral-
lelism and machine parallelism. The processor’s policies
for fetching, decoding, and executing instructions have a
significant effect on its ability to discover instructions for
concurrent execution [2], [3], [4].

The sole aim of the branch penalty reduction methods
is to eliminate or at least alleviate the stalls resulted
from unresolved branch conditions or target addresses.
The methods used for this purpose fall mainly in two
categories, namely, speculation of the branch outcomes
and branch delaying until the branch condition is resolved
[5].

Branch prediction reduces performance degradation
due to control hazards. A pipeline with branch predic-
tion uses some additional logic to guess the outcome of
a branch decision before it is determined. The pipeline
then begins prefetching the instruction stream from the
predicted path.

The processor may predict the branch either, stati-
cally or dynamically. In static prediction, the processor
makes a presumptive prediction to a path that will, most
likely, be taken. In static prediction, this presumption is
fixed at design (or compile) time. In the dynamic case,
the processor makes the guess based on the history of
the branch instruction itself. In this case, the processor
maintains some history information about the behaviour
of each and every branch (the most recent ones for finite
buffering). The processor, using a burnt-in branch pre-
diction technique, will then predict the branch decision
based on the historical behaviour of the branch.

Static prediction mechanisms do not depend on the
history of the branch instruction to predict the branch
decision. In some static techniques, the branch is consid-
ered to be taken all the time or not taken all the time. In
some other techniques, prediction is based on the op-code
of the branch instruction. That is, for some branch in-
structions, the prediction is taken, and not taken for some
others. The choice of the op-code is made at compile time
based on compiler analysis. An example of an instruction
suitable to predict as not taken is a conditional branch.
An example of this technique is proposed in [6], which

achieved an accuracy of prediction over 75%, while that
proposed in [7] gave an accuracy of about 85%.

Dynamic branch prediction mechanisms maintain an
associative memory table for recently executed branch in-
structions. If a certain branch instruction has an entry in
the table, its recent history is used to determine whether
the branch is to be predicted taken or not taken. The use
of a different number of history bits with some heuristic
algorithms affects the accuracy of the prediction [8]. Ex-
amples of dynamic branch prediction techniques can be
found in [7], [10], [11], [12].

Lee and Smith found that using a single history gave
a prediction accuracy ranging from 80–96%. Using five
bits resulted in an accuracy of 84–98% [12].

A prefetch buffer is used to prefetch new instructions,
as the processor consumes more instructions than the
main memory can supply [1]. Thus when the processor
seeks an instruction out of the sequential stream, it will
be more likely ready in the prefetch buffer. However, in-
structions following a taken branch are less likely to be
found in this buffer. A branch target buffer (BTB) is used
to alleviate this problem. The BTB is a special selective
cache memory associated with the instruction fetch por-
tion of the pipeline. Each entry in the BTB consists of the
address of a branch instruction that had already been en-
countered, and the address of the target instruction itself.
In some architectures, the BTB stores a few instructions
following the target instruction. When a branch instruc-
tion is encountered, the BTB is associatively searched and
the target address is supplied directly to the pipeline.

In 1992, Yeh and Patt provided a new branch pre-
diction method called Two Level Adaptive Branch Pre-
diction (TLABP) [13]. It is an enhanced dynamic method
based on profiling and the BTB. This method records the
dynamic execution patterns of the branches, uses these
patterns to index an entry in a pattern table, and then
uses a BTB-like method to update the entry and predict
the result. Thus, when a new branch pattern recurs, the
branch result can highly likely be predicted correctly. The
accuracy resulted is about 97% for some of the SPEC
benchmarks. This technique is rather complex and re-
quires high hardware overhead.

The previous methods were mainly hardware based.
Delayed branches and some other methods are, on the
other hand, software directed. In delayed branches, the
branch decision is delayed a few cycles, called the delay
slot. That is, some instructions which are supposed to
execute regardless of the branch outcome, are used to fill
this slot. This approach demands dependency detection
by the compiler.

Branch bypass with multiple prefetching is another
paradigm for branch prediction. In such methods, both
paths of a branch are considered for execution. One path
will then be discarded when the branch is resolved. A
pipeline containing a branch must prefetch instructions
from the two execution paths. In some processors, instruc-
tions from the two paths are executed. In this case, the
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instructions will not commit their results until the out-
come of the branch is resolved. This method is referred
to as Predicated Execution which was found to result in a
great improvement of performance, but at the expense of
a more complicated hardware [15], [16]. Some variation
of predicated execution can be found in [17].

Branch folding is one of the methods that can re-
duce the branch penalty to zero. In this method, the
pipeline is broken into two stages, which are the fetch-
and-decode unit and the execution unit [6]. The fetch-
and-decode unit places decoded instructions into a spe-
cial instruction cache. Each instruction contains a next-

address field . Thus, any instruction behaves like an un-
conditional branch, in addition to its normal operation.
The fetch-and-decode unit recognizes when an uncondi-
tional branch instruction follows a regular instruction. It
then folds the branch instruction into the preceding one,
thus removing the branch instruction from the execution
pipeline.

On the other hand, a conditional branch maintains an
alternate next-address field. When a conditional branch
is executed, one of the two paths is used for normal ex-
ecution, while the instructions of the other are placed at
the alternate address. When the pipeline finally resolves
the branch, it either discards the instructions of the al-
ternate path or flushes itself and restarts execution at the
alternate address.

Multiple Independent Instruction Streams in a Shared
Pipeline is another method to alleviate the problem of
control hazard. The main idea of this method is to inter-
leave process execution, that is, each stage of the pipeline
has an instruction from a different process. Since each
process is independent, no branch dependencies exist be-
tween instructions [19]. In many cases, some calculation
may be needed to compute the address of the instruc-
tion following a taken branch. Thus, early handling of
branches by the instruction fetch unit may be needed
to begin prefetching from the appropriate instruction
stream. As an example, the Texas Instruments ASC com-
puter uses the Prepare-to-Branch instruction to give the
control hardware advance warning that a branch instruc-
tion is going to execute. This warning passes the branch
target address to the control unit so that the unit can be-
gin instruction prefetching from that address. The effec-
tiveness of the Prepare-to-Branch depends on the preci-
sion of the programmer (compiler) in inserting the control
instructions at the appropriate points in the instruction
stream. An efficient branch prediction technique which
theoretically reduces the penalty of control hazards to
zero is the predicated execution. Due to the importance
of this technique in the context of this paper, it will be
addressed in a separate section.

3 PREDICATED EXECUTION

Despite the fact that correct branch prediction could
increase the instruction level parallelism (ILP), incorrect
prediction often results in large performance penalties

[19], [20]. These performance penalties are, in general, at-
tributed to several factors. First, a large number of spec-
ulated instructions are executed from the predicted path
must be discarded if the speculation turns out to be in-
correct. Second, there is some time penalty for recovering
from the effects of the improperly initiated speculative
instructions. This penalty includes the time needed to
drain the pipelines, and that needed to invalidate the ap-
propriate instruction from the processor buffers. Third,
it is required to compute the proper target address and
start fetching instructions from the new path after a mis-
prediction has occurred. Fourth, the presence of a large
number of branches in the instruction stream places a
limit on the potential ILP. For example, if 25% of an
instruction stream are branches, an 8 issue superscalar
processor must have the capability to execute at least
two branch instructions per cycle to achieve its maximum
performance. This would demand a great pipeline com-
plexity and the use of multi-ported hardware structures,
such as the BTB. Predicated execution support provides
a means to remove branches from the instruction stream.
A predicate refers to a Boolean operand that is inserted
into the instruction code to decide whether the instruc-
tion will execute or will be discarded. A true predicate
(a predicate with a logical value of one) causes the in-
struction to execute, whereas a false predicate prevents
the instruction from modifying the processor state. An
algorithm called if-conversion is used to convert condi-
tional branches into predicate defining instructions, and
instructions along alternative paths of each branch into
predicated instructions. Those predicated instructions are
fetched regardless of their predicate values. Instructions
whose predicated values are true are executed and those
with false predicate values, are not. As mentioned ear-
lier, this offers the opportunity to improve branch han-
dling in superscalar processors by eliminating frequently
mispredicted branches, and thus reducing branch predic-
tion misses. The penalties associated with the eliminated
branches are thus removed. The elimination of branches
also reduces the need to handle multiple branches in a sin-
gle cycle for large issue-rate processors. The amount of
speculative instructions needed to fill the branches and
sustain full processor utilization is also reduced. Predi-
cated execution provides an efficient interface for the com-
piler to expose multiple execution paths to the hardware.
Figure 2 illustrates the concept of predicated execution.
Figure 2a comprises the source code. For each iteration
of the loop, either the value of j or k is incremented. If-
conversion replaces conditional branches in the code with
comparison instructions that define one or more predi-
cates. Control dependent (on the branch) instructions are
then converted to predicated instructions utilizing the ap-
propriate predicate value.

Using this approach, control dependencies handled by
predicates are converted into data dependencies. The as-
sembly code of the source loop without predication is
shown in Fig. 2b, and with predication in Fig. 2c. The
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for ( i = 0; i < 100; i++)
if ( a[i] > 50 ) j = j + 1;
else k = k + 1;

(a)
mov r1,0
mov r2,0
ld r3,addr(A)

L1: ld r4, mem(r3+r2)
bgt r4,50,L2
add r5, r5, 1
jump L3

L2: add r6, r6, 1
L3: add r1, r1, 1

add r2, r2, 4
blt r1, 100, L1

(b)
mov r1,0
mov r2,0
ld r3,addr(A)

L1: ld r4,mem(r3+r2)
pred gt p1U, p2U∗,r4,50
add r5, r5, 1 (p2)
add r6, r6, 1 (p1)
add r1, r1, 1
add r2, r2, 4
blt r1, 100, L1

(c)

Fig. 2. Illustration of the predicated execution method

values of j and k are placed in registers r5 and r6, re-
spectively. The conditional branch, bgt, is replaced by the
predicate defining instruction pred gt. The predicate p1

will have the value of 1 if r4>50 and 0 otherwise. The
value of p2 is the complement of p1. The two instruc-
tions affected by the outcome of the conditional branch,
are converted to predicated instructions having p1 or p2,
respectively, as their predicates. Depending on the result
of the predicate defining instruction, either r5 or r6 will
be incremented by the predicated add instructions. The
semantics of the predicate defining instruction is as fol-
lows

Pred 〈cmp〉Pout1〈type〉, Pout2〈type〉, src1,

src2 (Pin) . . . (I)

where Pout1 and Pout2 are the output predicates which
are set according to the comparison of src1 and src2 us-
ing 〈cmp〉 as a comparison relation such as “eq”, “ne”
or “gt”, 〈type〉 is the predicate type, and Pin is the
predicate value for the predicate defining instruction it-
self. The Boolean value written to the predicate register is
a function of the result of the comparison, the input pred-
icate of the definition instruction (Pin), and the 〈type〉
field. Types of predicates include, but not restricted to,
unconditional, conditional, OR, and AND.

Based on the model (Cydra 5) introduced in [21], the
extension which is assumed to support predicated execu-
tion, consists of four major components:

• N x 1-bit predicate register file to store the predicate
values.

• An additional source operand for each instruction to
specify a predicate for instruction execution.

• A modified decode/issue stage to nullify instructions
with a false predicate.

• A set of predicate defining instructions.

The set of predicate defining instructions have an op-code
form like that explained in (I).

There are several compiler techniques that could be
utilized to exploit predicated execution. One of these is
based on an abstract structure called a hyperblock [16]
[16]. A hyperblock is composed of multiple basic blocks.
In a hyperblock, control may only enter at the first ba-
sic block, which is designated as the entry block. Control
flow from a basic block to another is replaced by an if-
conversion. Basic blocks are appended to a hyperblock
in order to maximize the performance as it captures a
large fraction of the predicted control flow paths. That
is, any block which is likely to flow into should be added
to the hyperblock. It is to be noted that including too
many blocks will likely result in an overall performance
degradation. Exclusion of a block from the hyperblock
will result in leaving a branch instruction within the hy-
perblock. Hyperblock formation should focus on eliminat-
ing unbiased branches (highly likely to be either taken or
not-taken). Highly biased branches can be left out of a
hyperblock, as little performance gain can be achieved
by including them. Therefore, careful attention is paid to
the size and dependence level of each block to be selected
for inclusion in the hyperblock. That is, a neutral branch
(not biased towards taken or not taken) may be left in the
program if one of the target blocks significantly requires
more resources than the others.

In this paper, we relied on the fact that predicated ex-
ecution has zero time penalty for mispredicted branches,
but at the expense of the hardware complexity. With the
advances of VLSI technology and the increase in the level
of integration, this complexity can be justified. Based on
the mentioned facts and observations, we propose a new
technique based on a combination of the BTB and the
predicated execution to resolve the problem of control
hazard

4 PREDICTION WITH PREDICATION

The fact that branch prediction has reached accuracy
as high as 95%, using a two bit history buffer [22], and an
accuracy of 98% using a five bit history buffer, made it
impractical to see further enhancements in several appli-
cations. However, for some applications, one may not un-
derestimate the 5% inaccuracy that may be encountered
using these traditional techniques. Further, not all appli-
cations have the same trend in branch behaviour. Some
applications have very predictable branch behaviours like
those with scientific nature, while some others behave in
a totally unpredictable way. Examples on these are pro-
grams found in AI and non-scientific applications. For ex-
ample, the heavy dependence of AI applications on condi-
tional codes, which suffer from unpredictable behaviour,
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bgt r4,50,L2 Pred gt p1U, p2U∗,r4,50
add r5, r5, 1 add r5, r5, 1 (p2)
jump L3 add r6, r6, 1 (p1)

L2: add r6, r6, 1 add r1, r1, 1
L3: add r1, r1, 1 add r2, r2, 4

add r2, r2, 4

Fig. 3. Code Segment Representing a Conditional Branch

WB I1 I2 I3 I4

EX I1 I2 I3 I4

D I1 I2 I3 I4

F I1 I2 I3 I4

I1 I2 I3 I4

0 1 2 3 4 5 6 7

Fig. 4. The pipeline behaviour when the branch is correctly pre-
dicted

results in a very low percentage of branch prediction ac-
curacy.

Predicated execution on the other hand, totally elim-
inates the penalty of branch prediction as was shown
in previous sections. For each conditional instruction, a
predicate defining instruction has to be defined, and a set
of predicated instructions have to be generated. This will
definitely increase the program size, and consequently the
size of the required memory. That is, the formation of a
hyperblock is not possible without code replication. Such
cost may preclude the full use of predicated execution in
some applications. It is also to be noted that if the branch
prediction technique is not resulting in high accuracy,
there will be no significant performance improvement by
the elimination of branches using predicated execution.
This motivates the idea of combining the two methods of
BTB and predicated execution, thus benefiting from the
merits of each. The BTB approach is very well defined
and implemented in almost all recent systems. Predicated
execution, on the other hand, has a zero branch penalty.
Thus, we propose to use BTB as long as it is effective in
predicting the behaviour of the branches, and use pred-
icated execution at the instances where BTB can pro-
vide high prediction accuracy. The combination of the
two methods ensures the use of the easily implemented
BTB method most of the time, and the use of predicated
execution in a much lesser frequency; thus minimizing the
software and hardware overhead and optimizing perfor-
mance.

5 HARDWARE MODEL

In our architecture mode, there is an issue stage that
separates the decode stage from the execute stage. How-
ever, this stage is not an existing physical stage, but
rather a virtual stage that represents the transfer of in-
structions from the decode stage to the execution stages.

Further, there are two parallel fetch units and two par-
allel decode units as well. The execute unit is split into
three stages execute1, execute2, and execute3.

The principle of shelving (attaching a reservation sta-
tion to each functional unit) is assumed. The execution
of an integer instruction is assumed to complete at stage
“execute 1”, while that of a floating point instruction at
the last execute stage.

The proposed doubling of the fetch and decode stages
can be implemented by having, for each pipeline in a su-
perscalar processor, a replicate of the two stages. For ex-
ample, a system of 8 pipelines with a total of 48 stages
will have 16 idle stages, that is, 33.3% of the stages will
be idle as long as there are no condition codes resolved
by the predicated execution. To alleviate this problem, it
is possible to borrow these stages, when needed, from a
neighbouring pipeline. Thus, there will be no idle stages
during the times where no conditional codes are still un-
resolved. However, during the times where predicated ex-
ecution is used, only the two stages of a neighbouring
pipeline will be used for only two cycles. The rest of the
stages of the lending pipeline can continue their job with-
out the need to flush their contents. After these two cy-
cles, the target instruction which already exists in the
lending pipeline can enter the pipeline. In a real system
implementation, the processor designer can still consider
doubling the stages if the level of integration permits.

A valid question is when to use the predicate approach
during program execution. The answer to this question
stems from the research conducted in [20], where a classi-
fication of the conditional branches of some benchmarks
was performed. The study classified branches into easy
to predict and problematic. Branches which are easy to
predict are handled using BTB, while the problematic
ones (having unpredictable nature) are to be handled us-
ing predicated execution. Thus a complete system uti-
lizing the proposed model relies on a compiler capable
of analyzing branches, and can flag the problematic ones.
The architecture model proposed handles branch with the
problematic flag set, using predicated execution; other-
wise, it will use BTB.

6 EXAMPLE

It will be shown that the application of predicated
execution on highly biased branches, (branches that are
highly predictable), has very little performance gain. For
the code depicted in Fig. 3, the execution of the non-
branch instructions in the pipeline will be as shown in
Fig. 4 if the prediction was correct, and as shown in Fig. 5
if the prediction was incorrect. However, the execution of
these instructions using predicated execution is shown on
the pipeline depicted in Fig. 6.

As shown above, with perfect prediction of a path, only
7 cycles are needed to execute the above code, while with
an incorrect prediction, 11 cycles are required. Branch
elimination using predicated execution results in the same
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WB I1 I2 I3 I4

EX I1 I2 I3 I4

D I1 I2 I2 I3 I4

F I1 I2 I3 I2 I3 I4

1 2 3 4 5 6 7 8 9 10 11

Fig. 5. The pipeline behaviour when the branch is not correctly
predicted

WB I2 I3 I4

EX I2 I3 I4

D I2 I3 I4

F I1 I2 I3 I4

D′
I2

F′
I2

1 2 3 4 5 6 7

Fig. 6. The pipeline behaviour when predicted execution is used

Table 1. Instruction and Overhead Costs of the Generated Syn-
thetic Benchmark

Cost in Cycles

Instruction, Overhead Cycle Overhead
Cost Cost

Integer Instruction. 4
Data Dependency. 4 0
Floating Point Instruction. 6
Data Dependency. 6 Max (2).

Branch Prediction:
No Prediction (Integer Instruction) 4 3 + 2

No Prediction (Floating Instruction) 6 5 + 2

Predictable Branch (Integer) 4 0

Predictable Branch (Floating) 6 0

Predicated Execution
Predicated Execution (Integer) 4 0

Predicated Execution (Floating) 6 0

number of instructions as that of a perfect branch pre-

diction. This reassures the fact that, if the prediction is

right, predicated execution results in no gain in perfor-

mance, whereas there is a great gain in performance in

the case of a wrong prediction. Again, it is very impor-

tant to keep in mind that the application of predicated

execution at all incidences of the branches would waste

resources without any tangible gain. On the other hand,

branch prediction using BTB is very stable and can be

easily implemented by hardware. These facts encourage

the use of a combination of the two methods rather than

solely using predicated execution.

Table 2. Simulation Results I

Sample Size = 200,000 instructions
Predictable branches = 35%
Floating instructions = 35%

Branch CPI w/o CPI with Speedup
(%) Pred Pred (%)

4 1.61 1.53 5
9 1.7 1.56 9
13 1.78 1.59 12
17 1.86 1.61 16
22 1.93 1.63 18
26 2 1.65 21
31 2.06 1.67 23
35 2.11 1.69 25
39 2.25 1.85 22
44 2.29 1.87 22

Table 3. Simulation Results II

Sample Size = 200,000 instructions
Branch instructions = 17.5%
Floating instructions = 35%
% of unpred CPI w/o CPI with Speedup

branches Pred Pred (%)
17 1.76 1.64 7
22 1.79 1.63 10
26 1.81 1.62 12
30 1.84 1.62 14
35 1.86 1.61 16
39 1.89 1.6 18
44 1.91 1.6 19
48 1.94 1.59 22
53 1.96 1.58 24
57 1.98 1.58 25

7 SIMULATION RESULTS

As mentioned earlier, some techniques such as data
forwarding are used to reduce the latency resulting from
data hazards. In the proposed processor model, using
internal data forwarding results in no penalty for integer
operations, and two cycles for floating point operations.
However, for instructions executing two cycles ahead of an
executing operation, a penalty of one cycle is encountered.
Operations entering the pipeline three cycles ahead or
more with respect to the currently executing operation
will experience no delay for data dependency. The time
needed to drain the pipeline and fetch the correct target
instruction is assumed to be two cycles.

Table 1 lists the instruction costs and their overheads
in different scenarios. The results of the simulation are
depicted in Table 2 and Table 3.

Table 3 shows the results of speedup for different ratios
of branch instructions, and Fig. 7 depicts these results. As
the percentage of branches increases, the speedup of the
proposed method increases. This is due to the fact that
the proposed technique is less prone to latency resulting
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Fig. 7. Speedup versus branches for Simulation I Fig. 8. Speedup versus Unpredictable Branches for Simulation II

from the increase in the number of unpredictable branches
with respect to the total number of instructions.

Table 3 shows the enhancement versus the percentage
of unpredictable branches in the program. As predicted,
the enhancement is higher when the ratio of unpredictable
branches increases. Figure 8 shows the linear relation
of the enhancement versus unpredictable branches. This
shows the effectiveness of the method in applications with
unstable or unpredictable branch behaviour. In such ap-
plications, the method provides a very efficient solution
to the branch problem. The results show the effectiveness
of the proposed technique in reducing the execution time
as the unpredictable branches increase.

The results and figures clearly show the amount of exe-
cution time enhancement and performance gain obtained
by using the proposed technique. Predicated execution
can give the best execution time but, once again, it is at
the expense of the hardware and software overhead.

8 CONCLUSION

Superscalar processors will have a very significant role
in modern computing for several years to come. How-
ever, superscalar processors are vulnerable to severe per-
formance degradation if no special care is taken to handle
data and control hazards. In this paper, we have proposed
an efficient solution to the problem of control hazard.
Techniques that attempt to reduce the branch penalty to
zero (like predicated execution) result in high hardware
overhead and complicated compiler algorithms. On the
other hand, branch prediction using BTB has proven to
be very efficient for several benchmark problems yielding
an accuracy of 95% when using a two bit history buffer.
In certain application, where the BTB is inefficient for a
percentage of the branches existing in the program, an al-
ternative approach is necessary. To benefit from the mer-
its of the two methods of dealing with the branch prob-
lem, we have proposed the technique of combining these

two well-know methods. The results obtained using this
technique, have been very impressive.
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